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1 Preface 
Welcome to the Kaladix BlueShield User-Guide. This guide will give you a quick introduction to the 

software you have just downloaded. 

Please be aware, that you will need to have knowledge about the general concepts of firewalling, 

networking and Linux in order to use the information provided here. 

 

2 Introduction  
Kaladix BlueShield is a high level firewall and router tool for configuring packet filtering, policy 

routing and traffic control under GNU/Linux. With BlueShield you can easily create and maintain your 

stateful packet filter rules, apply policy based routing or police, classify and shape traffic, flowing 

through your firewall. All configurations are done in only one human readable file. 

Writing packet filter rules is straight forward. The first matching rule decides whether the connection 

is accepted, rejected or dropped. See chapter 5.2 of this document. 

Routing configuration works the same way as packet filter configuration except that the last match is 

relevant. Packets traversing your firewall will be matched against your routing rules from top to 

bottom. You can define many packet attributes like protocols or ports. Refer to chapter 5.2 of this 

document. 

Configuring traffic control works similarly to routing. You can choose one of 5 priority levels that 

packets can be assigned to. Packets that have been assigned a higher priority are handled before 

those with lower priorities (shaping through classification). You can also define limits of bandwidth 

that will flow through an interface (this is called policing or shaping). See chapter 5.1 and 5.2 of this 

document. 

BlueShield will automatically try to adapt to your current network setup. On top of that, you can 

handle some parts of your network configuration directly through the program ǳǎƛƴƎ ǘƘŜ άǊƻǳǘŜέ 

parameter of the interfaces. See chapter 5.2.
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 3 Requirem ents 

¶ A current distribution of Linux with Linux Kernel 2.4 or 2.6 with 

o All (or at least most) netfilter /  x_tables /advanced routing options 

o All (or at least most) QoS options 

o With L7 Filter patch (l7-filter.sourceforge.net) 

o CONFIG_IFB1 

o IMQ (www.linuximq.net) 1 

¶ L7-Protocol definitions in /etc/l7-protocols1  (l7-filter.sourceforge.net) 

¶ Iptables (www.netfilter.org) 

o With IMQ patch1 

o With L7-Filter patch1 

¶ Iproute2 (http://linux -net.osdl.org/index.php/Iproute2) 

¶ Patch-o-matic time patch (www.netfilter.org) 

o ipv4options1 

o time1 

 

1) Optional, but required if you choose these in your configuration 

 

4 Installation  
Copy blueshield.sh to a directory of your liking, favorably /sbin/ or /usr/sbin/. Then copy the 

blueshield configuration file to a directory of your choice, like /etc. 

Afterwards, you need to edit blueshield.sh and adjust program- and config paths to suit your system. 

This can be found near the top of the script. 

Finally make sure that you meet all software requirements and install necessary software as needed. 

 

5 Configuration  
.ƭǳŜ{ƘƛŜƭŘΩǎ ŎƻƴŦƛƎǳǊŀǘƛƻƴ ŦƛƭŜ ƛǎ a plain text shell script. As such, you can use a normal text editor like 

άviέ to edit it. It even supports variables and basic template mechanisms, too. For now, it is 

composed of three sections: 

1) Global configuration settings  

2) The interface specification where you specify general attributes about your NICs (Network 

Interface Cards) and their connection  

3) The rules section where you can specify routing-, classifying- and packet filter- rules. 

Appendix A contains a sample configuration file for you to look at. 

All values are case sensitive and all are lower case. Please take a look at the example section. 

  

http://www.linuximq.net/
http://www.netfilter.org/
http://linux-net.osdl.org/index.php/Iproute2
http://www.netfilter.org/
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5.1 Global configuration  

Attribute  Description Example value 

syncookies 
Enables TCP SYN-cookies to prevent SYN-flooding.  
Values can be true or false. Default is true. 

false 

debug 
Enables debugging. Values can be true or false. 
Default is false. 

false 

pretend 
Enables pretending. This means that BlueShield will 
not make any changes. Values can be true or false. 
Default is false. 

false 

continue_on_parse_error 

When enabled, BlueShield will not prompt the user 
when a parse error in the configuration file was 
detected and simple continue. Values can be true 
or false. Default is false. 

false 

forward 
Enables or disables IPv4 forwarding (routing). 
Values can be true or false. Default is true. 

false 

ignore_echo_broadcasts 
Ignores ICMP echo-requests sent to broadcast 
addresses. Values can be true or false. Default is 
true. 

false 

ignore_bogus_icmp 
Ignores bogus ICMP messages. Values can be true 
or false. Default is true. 

false 

log_martians 
Turns on martian logging. Values can be true or 
false. Default is false. 

false 

logfile A logfile that you wish to use for logging. /var/log/messages 

policy 
Changes the global default packet filter policy to 
ŜƛǘƘŜǊ άŘǊƻǇέ ƻǊ άŀŎŎŜǇǘέΦ 5ŜŦŀǳƭǘ ƛǎ ŘǊƻǇΦ 

drop 
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5.2 Interface configuration  

The following attributes are valid: 

Attribute  Description Example value 

name Name of the interface as listed in ifconfig or ipsec and any 
number to identify a netkey IPSec tunnel / connection. 

ipsec2 

address4 IPv4 address, that the interface gets assigned. Use this, if you 
want BlueShield to configure your interfaces. 

10.0.0.1 

mask4 Subnet-Mask, that the interface gets assigned. Use this, if you 
want BlueShield to configure your interfaces. 

255.0.0.0 

upbw1 Upstream-bandwidth as provided by the interface or ISP 512kbit 
downbw1 Downstream-bandwidth as provided by the interface or ISP 6mbit 
upshape1 Upstream shaped or policed bandwidth 496kbit 
downshape1 Downstream shaped or policed bandwidth 5mbit 
shaper6 Packet shaper to use for shaping, policing and/or classifying htb 
ishape6 Mode to use for ingress shaping and/or policing ifb 
sched6 Scheduling algorithm to use for the interface. esfqct 
route2,3 Routes for the interface default_via_10.0.0.1 
mtu MTU for the interface 1500 
option Options for this interface clampmss,rpfilter 
restrict Restrictions to be applied, mostly security related port-scans 
order The order in which the interface is processed. From 0 (first) 

to 65535 (last). Default is 65535. 
0 

conn5 Connection identifier of a netkey IPSec connection. VPN-endpoint 

 

1) Values are to be specified in KBit, MBit or GBit. 

2) Iproute2 format with underscore instead of space ŀƴŘ ǿƛǘƘƻǳǘ άŘŜǾέ ŀǘǘǊƛōǳǘŜΦ 

3) You can use the keyword άptpέ for PPP interfaces, which acts as placeholder for the 

respective P-t-P gateway IP.  CƻǊ ŜȄŀƳǇƭŜΥ άŘŜŦŀǳƭǘψǾƛŀψǇǘǇέ becomes 

άŘŜŦŀǳƭǘψǾƛŀψмноΦмноΦмноΦмноέ. 

4) Address has to be used in conjunction with mask for BlueShield to be able to configure an 

interface. 

5) The value for the attribute conn is supposed to be the same value as found in /etc/ ipsec.conf 

and has no effect for KLIPS based IPSec. Netkey IPSec interfaces specified with άnameέ and 

(optionally) άconnέ attributes given, can be used as άinέ and άoutέ parameters for BlueShield 

rules. With the help of this, you can specify rules for individual VPN tunnels. 

6) Use any of these with the attribute άnochangeέ if you want to use external traffic shaping. 

5.2.1 Traffic shaping , scheduling and policing in the interface configuration  

upshape and downshape will be the target bandwidth that the interface will use for shaping or 

policing. Setting this to a lower value than your ISP provides will avoid link congestion and therefore 

provide lower latencies.  

On low-bandwidth connections, using 75% of the provided bandwidth is advised (and used as default 

ƛŦ ƴƻ ǾŀƭǳŜ ƻǊ άŀǳǘƻέ ƛǎ ƎƛǾŜƴ ŀǎ ǾŀƭǳŜύ. With increasing bandwidth you can choose lower percentages 

here. For a 16mbit connection it is sufficient to specify 15mbit for lowest latencies. You need a 

shaper that supports this.  
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 There are three types of egress packet shapers that BlueShield supports: HTB, HFSC and TBF. Please 

note that HFSC and TBF support is still experimental and as such are deprecated to use.  

¶ For traffic classifying and traffic shaping, please choose HTB or try HFSC. 

o This will also enable traffic scheduling with SFQ on egress 

¶ For traffic policing only, try TBF. 

o This will also enable traffic scheduling with SFQ on egress 

¶ If you donΩt need classification or policing, then you donΩt need to select any shaper. 

Any of the shapers can be combined with a packet scheduler via the άschedέ attribute. 

¶ For a First-In First-Out scheduler (which is the default), choose άfifoέ. 

¶ For a scheduler, that tries to guarantee a fair distribution of bandwidth amongst connections, 

choose άsfqέ 

¶ For a scheduler, that tries to guarantee a fair distribution of bandwidth amongst clients and 

their connections, choose άesfqέ. 

¶ For a scheduler, that tries to guarantee a fair distribution of bandwidth amongst clients and 

their connections, where the machine running BlueShield acts as a NAT gateway to them, 

choose άesfqctέ. 

Finally, there are three ingress shape modes you can choose from if you have picked HTB, HFSC or 

TBF as your egress shaper. 

Ingres s shape mode with shaper has effect on ingress 
normal htb/hfsc/tbf Just policing by TCP dropping1 

imq/ifb 2 htb/hfsc 
RED³ for scheduling + policing TCP, 
the selected scheduler for everything else 

imq/ifb 2 tbf TBF+selected scheduler for policing and scheduling 

 

1) TCP dropping takes effect if the used bandwidth exceeds the value of downshape. This is the 

safest choice and will effectively reduce incoming TCP packet flow.  

2) Experimental, but if you decide between IMQ and IFB choose IFB as it is the most stable 

choice out of the two. 

3) RED support is still experimental, but will become the default choice in future. 

Confused? Try shaper htb, ishape normal and sched esfqct if you do NAT or otherwise sched esfq 

Want to use external traffic shaping. Set shaper, sched or ishape to άnochangeέ 
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5.2.2 Interface o ptions  

Option  Description 

clampmss 
Applies MSS clamping for TCP connections to the value of MTU - 40 bytes. This is 
usually recommended, but for some networks you might even need to clamp the MSS 
to MTU - 88 bytes. 

clampmss-# Applies MSS clamping for TCP connections to the value of MTU - # bytes 
clampmss+# Applies MSS clamping for TCP connections to the value of MTU + # bytes 

rpfilter  

Enables validation by reversed path, as specified in RFC1812. Recommended option 
for single homed hosts and stub network routers. Could cause troubles for 
complicated (not loop free) networks running a slow unreliable protocol (sort of RIP), 
or using static routes. 

tosfix 
TOS-Bits of some packets are changed. For example small TCP ACK packets will be set 
to minimized delay and some larger packets to maximize throughput. 

arpfilter 

Allows you to have multiple network interfaces on the same subnet, and have the 
ARPs for each interface be answered based on whether or not the kernel would route 
a packet from the ARP'd IP out that interface. In other words it allows control of 
which cards (usually 1) will respond to an ARP request. 

arpignore 
Reply only to an ARP request if the target IP address is a local address configured on 
the incoming interface and both with the sender's IP address are part from same 
subnet on this interface. 

default Equals to rpfilter,arpfilter 

 

5.2.3 Interface r estrictions  

Restriction  Description 

source-route Drops packets with source route bits set 
router-alert Drops packets with router alert bit set 
port-scans Drops packets in order to slow down some types of port scans. 
record-route Drops packets with record route bit set 
timestamps Drops packets with the timestamp bit set 
redirects Drops ICMP redirect packets 
broadcasts Drops Broadcasts 
multicasts Drops Multicasts 
default Equals to port-scans,source-route,router-alert,record-route,timestamps,redirects 

 

  



  
Page 8 

 
  

5.3 Rule configuration  

Rules can be written in the same format as interface specifications. 

Each rule consists of: 

¶ Zero or more match attributes and values 

¶ One or more values of the action attribute 

¶ Zero or more action parameter attributes + values. 

A match describes which packets are affected by a given rule, an action describes the action to be 

taken with the packets and an action parameter adds to the appropriate actions. 

There are 7 valid action attribute values: 

Action Value  Description 
accept Accepts/Allows packets matching the rule 
reject Reject packets matching the rule 
drop Drops/Ignores packets matching the rule 
route Routes packets to interface specified in out 
masquerade Applies NAT/Masquerading on the outgoing interface 
snat Applies SNAT on the outgoing interface. Faster than masquerading, but requires 

IP Address specified in snat_src 
dnat Applies DNAT on the outgoing interface. Also known as port forwarding. 
classify Applies traffic classification (shaping) for packets matching the rule. 
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Here are all valid attributes and their explanation: 

Attribute  Description Example value Multiple 1 Type² Default 
proto9 Name of protocol tcp X M any 
l7proto³ Name of layer 7 protocol half-life X M any 

from 
Source IPv4 Address, 
network, range ƻǊ άƭƻŎŀƭέ 8 

10.0.0.3-10.0.0.5 X M any 

to 
Destination IPv4 Addresses, 
network, range ƻǊ άƭƻŎŀƭέ 8 

10.0.0.0/24 X M any 

in5 Incoming interface eth0 X M any 
out4,5 Outgoing interface eth1 X M,AP any 

sport 
UDP/TCP source port, ports 
or port ranges 

1024:65535 X M any 

dport 
UDP/TCP destination ports 
or port ranges 

20,21 X M any 

tstart 
Start of timeframe when 
rule is valid 

20:00 - M any 

tstop 
End of timeframe when rule 
is valid 

21:00 - M any 

dstart First date of rule validity 2007:01:01 - M any 
dstop Last date of rule validity 2007:12:31 - M any 

days 
Days of rule validity 
separated by a comma 

mon,tue - M any 

prio6 Classification priority highest - AP normal 

status 
Status of rule (enabled or 
disabled) 

disabled - AP enabled 

action 
Action to take with 
matched packets 

route,classify X A none 

itype ICMP type names7 echo-request X M any 

snat_src 
Source Address used with 
SNAT 

10.0.0.1 - AP none 

dnat_dst 
Destination Address and 
Port used for DNAT 

10.0.0.5:22 - AP none 

1) You match multiple values for these attributes inside a rule by writing them either separated 

by a comma or as a separate attribute value pairs. 

2) Attributes with type of M (Match) are used for matching packets, attributes of type A (Action 

Parameter) decide what is done with the packets. 

3) Supported Layer 7 protocols are those of l7-filter. Protocol definitions need to be placed 

inside /etc/l7-protocols. You can only classify or drop packets with this match. When 

classifying, l7proto matches have lower priority than other matches. 

4) Support for load balancing between multiple outgoing interfaces will be added soon. For 

now, the last interface specified in άoutέ will be used for routing. 

5) Rules are skipped for interfaces specified here that are unavailable 

6) Since you cannot shape ingress traffic through classification effectively, all priorities here will 

only affect egress traffic. Can be one of άlowέ, άlowestέ, άnormalέ, άhighέΣ άhighestέ ƻǊ 

άŀŘƳƛƴέ and only works with shaper htb or hfsc. ¦ǎŜ ǘƘŜ άŀŘƳƛƴέ ǇǊƛƻǊƛǘȅ ŎŀǳǘƛƻǳǎƭȅΦ 

7) One of the attributes of command άiptables ςp icmp ςhέ or the numeric type/code 

8) Choose local if you want to match all packets from or to the local machine. This does not 

work for άmasqueradeέ,έ dnatέ or άsnatέ and not as άtoέ value for άŎƭŀǎǎƛŦȅέ and άrouteέ. 

9) Any name or number of /etc/protocols 
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6 Running the program  

6.1 Command line parameters  

BlueShield is a command line program and can be started either with or without parameters. Here is 

a list of all working command line parameters and their effects. 

Parameter  Effect 
--version Shows the program name, its version and release date, then exits 
-v Shows the program name, its version and release date, then exits 
--stop Stops routing, firewall and classifying rules. Sets default policy according to 

configuration file. 
-s Stops routing, firewall and classifying rules. Sets default policy according to 

configuration file. 
stop Stops routing, firewall and classifying rules. Sets default policy according to 

configuration file. 

 

6.2 Program initialization  

Before reading the configuration file or calling sensitive commands, BlueShield applies some security 

measures. If it detects problems, it will display them and exit. To learn more about all security 

precautions and checks refer to chapter 7. 

Afterwards, BlueShield will parse its configuration file and warn about syntax errors and ask you to 

either continue or exit. You can automate this process by setting continue_on_parse_error in the 

global section to true. This is useful in environments, where you call BlueShield in a non-interactive 

way, e.g. through a program. For now, BlueShield will only check for incorrect attributes, not for 

values.  

Then, BlueShield checks for a lockfile (/var/lock/blueshield) to ensure that the current process of 

BlueShield is the only one running. If another running process is detected, then the program will wait 

up to 60 seconds while continuing to check the lockfile. If the lockfile is removed within that time, 

the program will continue its operation else it will exit. 

LŦ ȅƻǳΩǊŜ ŀōǎƻƭǳǘŜƭȅ ǎǳǊŜ ǘƘŀǘ ƴƻ ƻǘƘŜǊ ƛƴǎǘŀƴŎŜ ƻŦ .ƭǳŜ{ƘƛŜƭŘ ƛǎ ǊǳƴƴƛƴƎ ōǳǘ .lueShield is always 

timing out on the lockfile check, then please remove /var/lock/blueshield manually. 

The program will then delete all routing tables between 1 and 253, delete all routing rules and add 

the default ones, flush the routing cache, flush packet filter chains and traffic shaing. 

6.3 Program operation  

After the initialization has finished, BlueShield processes the interfaces, sets- and brings them up if 

required and flushes and re-creates the default routing table. 

Then, global and interface options and restrictions are applied. 

Finally, firewall rules and traffic shaping / policing /classifying /  scheduling will be added to the 

system. All required routing tables will be created on-demand. 
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7 Security precautions  and checks 
To achieve a safe environment, these precautions are taken: 

¶ The variables PATH, BASH_ENV, IFS, LC_ALL and LANGUAGE are set to fixed values.  

¶ Umask is set to 077 

¶ The working directory is changed to /tmp 

¶ All temporary files are created with mktemp 

¶ The script can only be called as user root 

¶ The config file must be present and be owned by root:root with mode 0600 

¶ All required programs are found in the safe PATH or are called absolutely 

 

8 Adding  your own  iptables rules to BlueShield  
With BlueShield you have the possibility to maintain your own firewall rules and integrate them. 

There are hooks before and after each default table/chain, where you can add your rules to. 

Name of hook Description 

H_PRE_MANGLE_PREROUTING Hook at the beginning of table mangle, chain PREROUTING 
H_PRE_MANGLE_POSTROUTING Hook at the beginning of table mangle, chain POSTROUTING 
H_PRE_MANGLE_OUTPUT Hook at the beginning of table mangle, chain OUTPUT 
H_PRE_MANGLE_INPUT Hook at the beginning of table mangle, chain INPUT 
H_PRE_MANGLE_FORWARD Hook at the beginning of table mangle, chain FORWARD 
H_PRE_NAT_POSTROUTING Hook at the beginning of table nat, chain POSTROUTING 
H_PRE_NAT_PREROUTING Hook at the beginning of table nat, chain PREROUTING 
H_PRE_NAT_OUTPUT Hook at the beginning of table nat, chain OUTPUT 
H_PRE_OUTPUT Hook at the beginning of chain OUTPUT 
H_PRE_INPUT Hook at the beginning of chain INPUT 
H_PRE_FORWARD Hook at the beginning of chain FORWARD 
H_POST_MANGLE_PREROUTING Hook at the end of table mangle, chain PREROUTING 
H_POST_MANGLE_POSTROUTING Hook at the end of table mangle, chain POSTROUTING 
H_POST_MANGLE_OUTPUT Hook at the end of table mangle, chain OUTPUT 
H_POST_MANGLE_INPUT Hook at the end of table mangle, chain INPUT 
H_POST_MANGLE_FORWARD Hook at the end of table mangle, chain FORWARD 
H_POST_NAT_POSTROUTING Hook at the end of table nat, chain POSTROUTING 
H_POST_NAT_PREROUTING Hook at the end of table nat, chain PREROUTING 
H_POST_NAT_OUTPUT Hook at the end of table nat, chain OUTPUT 
H_POST_OUTPUT Hook at the end of chain OUTPUT 
H_POST_INPUT Hook at the end of chain INPUT 
H_POST_FORWARD Hook at the end of chain FORWARD 

 

Example command: 

iptables ðA H_PRE_OUTPUT ðp esp ðj ACCEPT # Allow IPSec ESP traffic  

  




